Additional Information on Star Schemas

Problem Hierarchies: Time 

                      Often the hierarchy is not easily classified. For instance, time is often an elusive dimension to

                      classify. Days are grouped into weeks, then months, as mentioned above. But time does not

                      allow for easy "roll up." Months do not drill down to weeks cleanly, because they do not

                      divide evenly into weeks. You begin to realize this when you are trying to figure out "How

                      many weeks are there in a month?" It varies. Days also do not roll up conveniently intoweeks.

                      See Figure 11.8, which illustrates this slippery problem of time. However, quarters are easy:

                      Each quarter is comprised of three months, consistently. Fiscal year and financial reporting

                      may be totally different than calendar dates. Months are always defined the same, but not

                      necessarily which dates will belong in that month. In other words, there is a "January" in both

                      calendars but the fiscal one might show that the month end cut off was January 30th, so

                      January 31st would be considered part of February in the financial calendar. 

                      What this means is that you can't really put a raw date in the fact table. Some drill downs are

                      possible, but most can't be derived just from the actual date. The best way to deal with

                      dimensions like this in a relational structure is to have a "time code" recorded in the central fact                       table, and a satellite table to decode this information to facilitate drill down/roll up, as shown in

                      the example above. In most data warehouses, history and time are very important elements,

                      and you will have to create a special dimension for time. 

                      The time dimension table will usually have one row for every date. The time "fact" table would

                      have an entry for each date we are concerned with. For example, if the warehouse contains

                      data from 1990 to the present day, each possible date will have one row in the date fact table;

                      the first date will be January 1, 1990. Each date will have a quarter code, month code, week

                      code, and so on. You should try to avoid the snowflake, which has dimensions springing from

                      dimensions (see the next section), and store the textual names for each date component in the

                      time dimension table. You might find it useful to store Julian dates (the elapsed day of the

year) to help classify time. Some problem domains have unique classifications such as Fiscal

                     Year, Month End, Week Number (such as for time shares), etc. 
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                     FIGURE 11.8.

                     Illustration of the

                     problem with the time

                     dimension.
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                     Figure 11.9 illustrates some attributes that you might want to include in the Time dimension

                     table. 

                     FIGURE 11.9.

                     Sample time dimension

                     table.

                     Snowflake Schema 

                     The snowflake schema is a variant of the star. It refers to satellite/dimension tables that serve

                     as "mini-fact" tables themselves. Figure 11.10 shows a bird's eye view of what a snowflake

                     schema looks like. 
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                     FIGURE 11.10.

                     Shape of a snowflake

                     schema.

                     Many star schemas are actually snowflake schemas; they are very common. But do they have

                     to be? Is this a good thing? 

                     The biggest problem with snowflakes is performance. The more joins you have, the more hits

                     you will take on performance. Therefore, if you have all your dimension tables serving as fact

                     tables themselves, you will cause more joins. However, Oracle provides some means on the

                     physical design level to mitigate these concerns. See the section later in the chapter, "Star

                     Schema Optimization," for some ideas in this area; also see Chapter 14, "Physical Database

                     Design," for more information. 

                     What's the alternative? Simply embed the textual name for each part of the hierarchy in the

                     dimension table. Remember, we don't care about normalization, repeating groups, etc. The

                     main emphasis is on query performance. In essence, you are denormalizing your snowflake

                     back into a star. 

                     Note the example of the snowflake in Figure 11.11. It shows a common geographic hierarchy.

                     This is a snowflake in absurd proportions! 
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                     FIGURE 11.11.

                     A snowflake schema for

                     the geographic/location

                     dimension.

                     It is very simple to avoid doing this: Just leave the names in the original dimension table. See

                     Figure 11.12 for how this looks. 
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                     FIGURE 11.12.

                     Snowflake converted

                     into a star by just using

                     text fields and no keys.

                     In essence, you are denormalizing the snowflake schema back into a star structure. Sometimes

                     it's helpful in the early stages, when constructing a star, to use a snowflake first; it helps you see

                     the hierarchy better. But just as it is impractical to use a fully normalized model as the physical

                     design, so the snowflake schema is impractical, too, for performance reasons. 

                     The interesting thing is that user browsing and drill down behavior isn't always restricted to the

                     hierarchy; as a matter of fact, it usually is not. If you use snowflake structures, you will not be

                     able to get good performance when dimensions are crossed. 

                      CAUTION 

                           Avoid using the snowflake schema. Sometimes you may have to, but seriously

                           consider performance ramifications. Also, remember that the star schema was

                           initially created to assist the end user for clarity. Snowflakes can be very

                           confusing to the end user. 

                         TIP 

                              As mentioned earlier, you can denormalize certain fields from dimension tables

                              to avoid a snowflake and eliminate the need for dimension tables. For example,

                              instead of using a Month dimension table and storing a month code in the time

                              table, simply store the value of Month ("January," "February," etc.) in the time

                              table. 

                         TIP 

                              It is possible to store the raw date in the fact table, especially if fiscal year and

                              calendar years are basically the same. You can still filter on Quarter or Month

                              simply by using date functions. It is really easy using database functions against

                              real dates to decompose dates into their pieces. 

                         CAUTION 

                              Do not forget that functions take time to process. CPU is usually much cheaper

                              than disk access, so it may not be an issue. But make sure you benchmark

                              different ways of doing things. Again, don't forget performance considerations! 

                        EXAMPLE

                             A sales data warehouse might record the salesperson ID for the representative

                             who was in charge of a specific sale. There are several ways this can be done.

                             One way is to have the salesperson ID recorded in the fact table and have a

                             Salesperson dimension table that would decode this. This technique is a simple

                             star structure.

                             Alternatively, the salesperson dimension table might have an office ID indicating

                             the office he works out of. Office detail (which would have additional tables that

                             decode                                                                      

                             geographic information for the office) might be stored in a dimension table off of

                             the Salesperson table. Queries that need this additional information would get it

                             from associated detail/satellite tables for these dimensions (see Figure 11.13).

                             Another way might be to have the Location dimension related to the base fact

                             table, and have the salesperson data decoded from the Location table.

                             Salespeople are associated with offices, so it seems to be a more "natural" way

                             to capture this (see Figure 11.14).

                             The problem with the design shown in Figure 11.14 is that salesperson's data

                             will be stored with office, which is kind of a strange representation. The

                             salesperson would not be stored in the fact table, but instead, the Location table

                             would have a distinct row for every office's sales rep. This supports query

                             hierarchies like the one illustrated in the example very well, but does not support

                             "Give me all sales by sales rep." The latter requires a three-way join. These

                             alternative ways to design the snowflake schema illustrate the principle "Know

                             your requirements." It helps to get a feeling for the types of queries and

                             drill-down hierarchies expected. But sometimes the users may not know—in

                             this case, you do your best to guess, and try to get real time monitoring tools

                             such as ECO Tools or Pine Cone Systems, which track the actual queries that

                             were run against the warehouse. You can then modify your star/snowflake

                             schema as needed to better support the requests.

                             In this case, perhaps the best way (best being defined as being able to satisfy

                             the most common query hierarchies) to model this would be to have

                             salesperson information in both the fact table and the dimension table. This

                             would support all the queries mentioned above. Be aware, however, that the

                             information is denormalized (redundant) and will have to be duplicated in the

                             load process. 
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                                                   FIGURE 11.13.

                                                Snowflake schema with

                                                   Location ID as a

                                                 dimension off of the

                                                  Salesperson table.
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FIGURE 11.14.

                     Star schema with

                     salesperson nested in the

                     Location table.

                     Another technique to help you avoid a snowflake schema (and consequently, bad

                     performance) is to take the table that is a candidate snowflake dimension and hook it directly

                     to the fact table; essentially, you are promoting the table to true dimension status. Observe how

                     the example below can illustrate this point. 

                      EXAMPLE

                           Suppose we want to sometimes analyze sales performance by demographics

                           and characteristics of sales reps: Do sales reps who have been with the

                           company longer consistently outperform those who are newer? If you've

                           achieved President's Club one year, does that make you more likely to achieve

                           it again in later years?

                           In this example, you might hang the sales rep information off of Branch Location

                           because sales reps are associated with Offices (as we saw in the previous

                           example). But it also can be used to create a dimension from the central fact

                           table. This would facilitate the queries mentioned above. 

                     Demographic information about customers shows up in marketing and customer tracking

                     systems. Demographics often lends itself to becoming a full fledged dimension table on its own,

                     with a join to Customer only when necessary. 

                     Constellation Schema 

                     Another variation of the star schema is the constellation schema. A constellation consists of

                     multiple fact tables, usually connected by one or more of the dimensions. Figure 11.15 shows

                     the shape of a constellation schema. 
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                     FIGURE 11.15.

                     Shape of a constellation

                     schema.

                     Some constellation schemas may consist of detail and aggregate fact tables; they may also

                     consist of the detail rows arranged by month and by year (with the year table simply being a

                     view). Other constellation schemas might show all relevant fact tables for the subject area of

                     the warehouse. These fact tables may share common dimension tables, especially in the case of

                     lookup tables. A common type of constellation schema where the two fact tables have many

                     dimensions in common is the Travel Agency problem domain, which usually contains a

                     Reservation fact table and a separate Actual table (see Figure 11.16). 

                     Another example of multiple fact tables forming a constellation schema can be found in the

                     insurance industry. One fact table represents Policy and one represents Claims, with many

                     shared dimensions including time (of course), Covered Item, and Insured Party. 

                     Drilling to Another Fact Table 

                     As a matter of fact (no pun intended!), it's important that a dimension table used by one fact

                     table can be shared by other fact tables that need them to facilitate drilling across the dimension

                     to get access to data in the other fact table. 

                     For example, a company may want to analyze the performance of its vendors. It can do this by

                     looking at information (such as time the order was placed and expected delivery date) in the

                     Purchase Order Line Item table for a specific vendor and looking at the delivery time recorded

                     in the Delivery table. The design shown in Figure 11.17 can be used for this purpose. Notice

                     that the Vendor table is shared by both the Purchase Order Line Item and Delivery fact tables.
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                     FIGURE 11.16.

                     Travel agency

                     constellation schema,

                     with reservation and

                     actual tables sharing

                     many dimensions.
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                     FIGURE 11.17.

                     Sharing a dimension

                     table to facilitate

                     drilling across fact

                     tables.

                     Common Dimensions in Data Warehouses 

                     As we have already seen, time is a commonly used dimension. Most data warehouses have

                     time as a dimension because of the importance of history data and because of the difficulty of

                     the drill down/roll up (as we saw earlier, it is not straightforward). 

                     Another very important dimension is location/geography. This is due to the fact that seldom are                     drill downs from State to City enough; often there is a company-imposed hierarchy on

                     geography. 

                     There are other kinds of organizational hierarchies that commonly show up in various

                     dimensions. For example, product usually has a specific organizational hierarchy concerning

                     product classification associated with it. 

                     Star Schema Optimization 

                     Oracle 7.2 and Oracle8 have star schema optimization built in. Under certain conditions, the

                     optimizer will assume that a star schema is being used, and treat it differently from regular join

                     conditions. 

                     The star optimization was introduced in the 7.2 release. In a nutshell, star optimization 

                     concatenates all the dimension tables and forms one table (called a cartesian product). The

                     advantage is the query effectively only performs one join, between the fact table and the

                     homogenized dimension tables. 

                     The problem with this is that if you have very large dimension tables, or many rows in the fact

                     table that don't match any dimensions, then this cartesian product strategy can actually cause

                     worse performance than if traditional optimization is used. 

                     In Oracle8, there are two different kinds of optimization for star schema: star and star

                     transformation. Oracle8 gives us a star transformation strategy to fix the kind of situation

                     described above—large dimension tables or many rows in the fact table that don't match any

                     dimension at all. The new star transformation strategy requires bitmap indexes, and it works by

                     generating subqueries for each dimension table access. 

                     Tuning Tips for Regular Star Optimization (Release 7.2 and

                     Higher) 

                     You must have an index on the fact table with all the keys of the dimension tables concatenated

                     together. 

                     The order of the columns in the index is very important: Do the users want the results always

                     sorted by some time element, like "by Semester" or "by Month"? If so, the time dimension

                     foreign key should appear first in the CREATE INDEX statement. Check and see the order

                     that rows are loaded in to the warehouse; often, they will be loaded in time order. If not, it is 

                     worthwhile to sort the data using a utility before loading it (see Chapter 19, "Loads," for more

                     information). 

                     If the leading column in the index is sometimes not referenced by users in their queries, you

                     may want to create other indexes. Remember that the optimizer will not use an index if the

                     leading column is not referenced in the query. In the example above, queries might be asking

                     for the overall GPA of a specific student, referencing course name and department (typical

                     transcript). Most of the time, semesters are listed in the transcript. If a report is desired without

                     semesters listed, you may want to have an index with Student as the leading column. 

                     If a snowflake design is used, you can keep the normalized snowflake as the physical layout of

                     the data but use a view to greatly increase performance. Create a view which collapses the

                     snowflake, and then use the NO MERGE optimizer hint, which puts the view in cache and also

                     tells the optimizer to not consider all the possibilities of joining more tables together. Here's

                     what the code would look like with the NO MERGE hint: 

                     CREATE VIEW dept_school AS SELECT /*+NO MERGE*/* FROM school, dept

                     WHERE Âschool.schoolid = dept.deptid;

                     You can also use the ORDERED and INDEX hints to force the use of an index and to indicate

                     that the tables in the FROM clause are ordered for performance. Here's how: 

                        1.Reference the tables in the FROM clause in the same order as they are in the fact table's

                          (in the example, class_enrollments table) index. Try to put the largest dimension table

                          last in both the index and in the query. 

                        2.Use these hints: 

                          /*+ORDERED USE_NL(class_enrollments)

                          INDEX(class_enrollments Âenrollment_index)*/

                        3.Instead of using the hints shown in step 2 above, use this hint: 

                          /*+STAR*/

                          (Why type more than you have to?) 

                     Star Transformation Optimization Tips 

                     You can force the optimizer to take advantage of the new Oracle8 star transformation

                     technique. Use this technique when there are criteria limiting the dimension tables, or a small

                     percentage of the fact table is accessed. Remember that if a majority of the fact table needs to

                     be included, the best thing is usually a table scan, which is no longer a bad thing if you are using

                     parallel query (which you should be if you have a data warehouse). 

                     Don't forget to benchmark these different techniques to see which one performs best with your

                     particular table layout. Try all three: 

                          Regular star 

                          Star transformation 

                          Table scan of the fact table with joins 

